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Abstract

Geometric algebra provides a unified mathematical framework that combines many
branches of physics and has recently found applications in computer science. Previous
studies have demonstrated efficient implementations in applications such as ray tracing
and inverse kinematics.

This thesis focuses on the practical implementation of real-time rigid body physics
using the 4D rigid geometric algebra (RGA). RGA includes algebraic representations for
primitive geometries, namely points, lines and planes, and has operations for performing
rigid transformations on them. The research presents approaches for applying these
concepts to existing algorithms in the field of rigid body simulation and evaluates their
real-time capability through runtime performance benchmarks.

Performance measurements have shown that the runtime performance of an RGA
implementation is comparable to conventional methods. In two algorithms a respective
increase in execution time of 13% and 16% has been identified. It is estimated that a
reduction in runtime performance of up to 20% compared to conventional methods can
be expected when using RGA.



(German Abstract

Die geometrische Algebra bietet einen einheitlichen mathematischen Ansatz, der viele
Bereiche der Physik vereint und seit kurzem auch in der Informatik Anwendung findet.
Bisherige Studien haben effiziente Implementierungen in Anwendungen wie Raytracing
und inverser Kinematik gezeigt.

Diese Thesis befasst sich mit der praktischen Implementierung einer Echtzeit-Starrkor-
persimulation unter Verwendung der 4D Rigid Geometric Algebra (RGA). RGA enthélt
algebraische Repréisentationen fiir primitive geometrische Formen, wie Punkte, Linien und
Ebenen, und verfiigt {iber Operationen zur Durchfithrung starrer Transformationen auf
diesen. Es werden Anséitze zur Anwendung dieser Konzepte auf bestehende Algorithmen
im Bereich der Starrkorpersimulation vorgestellt und ihre Echtzeitfahigkeit anhand von
Laufzeitmessungen bewertet.

Leistungsmessungen haben gezeigt, dass die Performance einer RGA-Implementierung
mit konventionellen Methoden vergleichbar ist. Bei zwei Algorithmen wurde ein Anstieg
der Laufzeit um jeweils 13% und 16% festgestellt. Es wird angenommen, dass bei Verwen-
dung von RGA eine Verringerung der Laufzeitleistung von bis zu 20% im Vergleich zu
konventionellen Methoden zu erwarten ist.
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Chapter 1

Introduction

1.1 Physics Simulation

The use of computers to simulate physical behaviour is as old as computers themselves.
One of the first general-purpose computers, ENIAC, was developed to estimate the landing
points of artillery shells [32]. A physics simulation provides an approximate simulation of
a physical system with defined rules.

Already in the early days of physics simulation, a distinction emerged, which still
applies today, between two classes of simulation models: Real-time and high-precision
models [35]. High-precision models are often used in science to accurately simulate real
world scenarios and therefore require a considerable amount of processing power. In
real-time models, time in the simulated system passes at the same speed as time in the
real world. As such, real-time simulations must perform calculations in a limited time
frame and can therefore only simulate physical systems with simplified rules and reduced
accuracy. Due to their real-time capability, real-time simulation systems are well suited
for use in interactive applications and are often present in entertainment software such as
computer games, and are usually a core feature in game engines [18]. Another application
of real-time physics simulation is in the field of robotics, where the most cited research
papers about physics simulations are about real-time simulations [7].

Humans have an intuitive expectation of the physical behaviour of objects because we
observe this behaviour regularly. Even infants have an understanding of physics as part of
their core knowledge system [37]. Consequently, users of an interactive application have
expectations about the behaviour of the simulated physics. Interactive physics simulations
try to mimic the observable physics of the real world in a believable manner to satisfy

user expectations.

An interactive physics simulation must consider two critical, conflicting aspects:



e Believability, which refers to the extent to which the simulated physical behaviour
matches user expectations that are based on real world observations. The cost of
computation increases as the physical behaviour of the real world is modelled more
accurately and in greater detail.

e Meeting real-time performance targets, which means ensuring that the sim-
ulation runs at a speed that is compatible with the requirements of real-time
applications. This imposes limits on the accuracy and realism of the simulation.

1.1.1 Rigid Body Simulation

Rigid body simulations manage to achieve believable behaviour of non-deformable, solid
objects while being computationally relatively inexpensive. In the field of robotics, as well
as in game engines, most real-time physics simulations are rigid body simulations [7, 18].

Real-time physics simulations exist with more advanced functionality, such as de-
formable bodies, cloth and hair, as well as fluid and buoyancy simulation [18]. However, as
the implementations of these features differ greatly from those of a rigid body simulation,
they will not be discussed further in this thesis.

According to the book “Game engine architecture” [18], the physics system of a game
engine typically encompasses two interconnected components: a rigid body dynamics
simulation and a collision detection system. They define rigid body dynamics as the study
of the motion of rigid bodies, objects that are assumed to be solid and non-deformable,
under the influence of external forces. In their proposed architecture, in order to simulate
various physical behaviours of objects, such as bouncing off each other, sliding under
friction, rolling and coming to rest, the collision detection system provides information
about objects that have come into contact and relevant details about the nature of the

contact. To calculate this information, each object is represented by a geometric shape.

Conventionally, a rigid body dynamics simulation and a collision detection system
make heavy use of the mathematical branches linear algebra (LA) and vector calculus
[10]. Vectors, matrices, quaternions, dual quaternions and homogeneous coordinates
can be used to transform elements and store transformations. Geometric shapes can
be defined through surface representations using parametric primitives such as points,
lines, planes and spheres. Intersection test algorithms, integral components of collision
detection systems, may use all of the before mentioned constructs, as well as the cross
product and the dot product.

However, for some of these topics, the conventional approach does leave out details or
is the cause for misinterpretations. A more complete picture and more intuitive methods
are found in the theories of geometric algebra (GA) [28].



1.2 Geometric Algebra

GA, also known as Clifford algebra, is a mathematical model first introduced by William
Kingdon Clifford in 1878 [6]. It is an extension of traditional LA [28] and introduces new
algebraic structures to describe geometric objects and operations. GA provides a unified
treatment of vector calculus, matrices, tensor and spinor algebras, complex numbers,
quaternions and differential algebra [22]. It can be used to model various geometries
such as spacetime, conformal and hyperbolic geometry [15]. Applications of GA include
computer vision |27, 36], computer graphics [26], various branches of physics [22, 21| and
robotics [36, 16].

This thesis is concerned with a particular type of GA, called rigid geometric algebra
(RGA), which contains structures for describing objects and operations used in a rigid
body simulation. In existing literature, RGA is sometimes referred to as 4D GA. RGA
can be used to model flat homogeneous geometries, namely Euclidean points, lines and
planes in three-dimensional space, and has operations for combining these geometries,
specifically operators for calculating intersections between geometries, and operators
for calculating distances and angles between geometries. Furthermore, RGA includes
operations for performing rigid transformations, which are geometric transformations
that preserve Euclidean distances [4], including rotations, translations and reflections. It
subsumes conventional methods, including homogeneous coordinates, quaternions, dual
quaternions and models for points, lines and planes.

1.3 Scientific Question

Instead of using LA, one may use GA to formalize geometry in a physics simulation. GA
offers the benefit of an easier to understand mathematical language and in terms may
reduce development time and improve code understandability.

However, better structure and greater elegance in software development often comes at
the prize of worse runtime performance. The elements of GA usually have more coordinates
than their traditional representations in LA and as a result geometric operations require
more calculations. Fortunately, geometrically meaningful elements use their coordinates
sparingly - many of the coordinates are zero [8|. In practice, this allows for optimized
implementations.

As already established, meeting performance targets is a critical aspect for real-time
physics simulations and an implementation using GA may not be viable if it can not meet
performance targets. The main goal of this work is to compare the performance of GA to
traditional approaches in the context of real-time physics simulation.

Based on these considerations, the scientific question can be formulated as follows:



“Can a real-time rigid body simulation using geometric algebra perform at a level
comparable to a functionally identical simulation using conventional geometry

representations in terms of runtime performance?”

1.4 Thesis Overview

In the next chapter “Related Work” the current state of research and established works
concerning real-time rigid body simulations are investigated. Existing research on perfor-
mance aspects of GA in computer science applications is presented and discussed.

Chapter 3 “Theoretical Background” prepares the reader for later chapters by providing
an overview of the requirements and architecture of a real-time rigid body simulation.
This is followed by an introduction to GA and a geometrical exploration of those aspects
that are relevant to later chapters.

In chapter 4 “Method and Implementation” new approaches to some of the problems
of 3D real-time rigid body simulation are presented using GA. The differences in approach
and implementation to conventional approaches are analysed.

Chapter 5 “Performance Evaluation” presents runtime performance benchmarks of
two individual algorithms as well as a benchmark of the complete simulation process.
The scientific question formulated in section 1.3 is evaluated.

The last chapter “Conclusion” summarizes the findings of this thesis and proposes

topics for future work.



Chapter 2

Related Work

2.1 Real-time Rigid Body Simulations

Real-time rigid body simulations are a well-researched topic in the field of game devel-
opment and robotics. A great number of proprietary and open-source game engines
and physics engines exist supporting rigid body simulation and many researchers have
explored efficient implementation strategies and optimization techniques. Notable works

include:

e Roy Featherstone’s book “Rigid Body Dynamics Algorithms” [14], which provides a
collection of the most efficient algorithms used for simulating the dynamics of rigid

bodies.

e “Real-time Collision Detection” [13|, which addresses the aspect of high-performance

collision detection, including collision detection between rigid shapes.

e “Evaluation of real-time physics simulation systems” [3], which compares a number
of different physics engines for game development and other real-time simulation

purposes in terms of functionality, accuracy and performance.

These works demonstrate that efficient implementation is a critical aspect of real-time
rigid body simulations. Interactive applications, such as video games, usually run at a
certain frame rate, that is, they output frames at small time intervals to create the illusion
of motion. For example, most games on games consoles generate 60 frames per second
(FPS), adapted to the usual 60Hz refresh rate of televisions [13|. The time between two
frames is therefore 16.7ms, which is the time in which a frame must be prepared. In this
time window, an update of the physics simulation takes place, but also other steps, such
as specific game logic or the rendering of the frame. The book [13] states that, depending
on the game, the intended time window for the collision calculation is 2ms to 5ms.
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2.2 Performance of Geometric Algebra

GA has been extensively studied in mathematics and physics [6, 1, 22, 30, 21], but its
adaption in computing applications has only been fairly recent [34, 2, 23, 28]. While GA
offers geometrically intuitive algorithms in a lot of engineering areas, runtime performance
of these algorithms is often problematic [24].

As mentioned in section 1.3 “Scientific Question”, optimized implementations of GA
are possible by exploiting the fact that many coordinates of geometric elements are unused.
These optimizations can be implemented manually, however, there are also code generators
that use generative programming to automatically create optimized implementations. The
most advanced solution is arguably Gaigen 2, developed at the University of Amsterdam
[15]. Of note is also the tool Galoop, a computer generated architecture framework that
focuses on parallel platforms like hardware implementations with field-programmable gate
arrays and general-purpose computing on graphics processing units (GPGPU) [24, 23].

In addition to these generalized implementations, specific research has been conducted
on applying GA to practical applications:

e The thesis “Efficient implementation of Geometric Algebra” by Daniel Fontjne
[8] demonstrates that optimized implementations of conformal geometric algebra
(CGA) are comparable to those of classical methods through several performance
comparisons, including a case study of implementing a ray tracer. They found
approximate speeds of 0.7 times to 1.25 times that of the classical implementation
and expect the performance of optimized applications using CGA to be within one

half and twice the speed of its conventional equivalent.

e The paper “Competitive runtime performance for inverse kinematics algorithms
using conformal geometric algebra” by Dietmar Hildenbrand et al. [25] presents
implementations of inverse kinematics algorithms using CGA and reports a speed
increase of about 3.3 times compared to a conventional implementation. [8] states
that they find this claim “somewhat exaggarated”, as they believe that parts of the

conventional implementation “were not implemented very efficiently”.

e The paper “Optimizations and Performance of a Robotics Grasping Algorithm
Described in Geometric Algebra” by Florian Worsdorfer et al. [38] compares the
runtime performance of different implementations of an algorithm for the grasping
process of a robot using the before mentioned tool Galoop, making use of parallel
computing techniques. The geometric algebra CPU implementation was 14 times
faster than the conventional solution while the GPGPU implementation had a
speedup factor of 44 compared to the conventional solution.

10



These works mostly use the 5D CGA in performance comparisons. The benchmarks
described in [8] also include a benchmark of an RGA implementation of a ray tracing
application. Note that RGA is denoted as “4-D GA”. The performance of the RGA
implementation turned out to be slightly better than that of the CGA implementation,
with rendering times of 1.2 and 1.26 times that of the LA implementation, respectively.

CGA includes everything in the RGA and also includes representations for spheres and
more round objects, as well as scaling and other conformal transformations. This func-
tionality proved to be particularly useful for many applications such as inverse kinematics
algorithms. However, rigid body simulations do not feature conformal transformations,
so the additional functionality provided by CGA over RGA is of little use.

This work investigates the performance implications of RGA in the specific context of

real-time rigid body simulations.
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Chapter 3

Theoretical Background

3.1 Rigid Body Simulation

This section outlines the functionality of a rigid body simulation and describes a possible
architecture for implementing such a simulation in a real-time setting. Neither are
strictly defined characteristics and different implementations may vary in their objectives
and designs. The presented concepts are largely based on the book "Game Engine
Architecture" [18].

3.1.1 Functionality

A rigid body simulation is concerned with the movement of rigid bodies over time based
on observable physics. Although modeled after the laws of physics, several simplifications

are made:

e All simulated bodies are rigid, meaning they are a solid body that cannot be
deformed. The distance between any two points on a rigid body is constant.
Additionally, their mass and mass distribution are assumed to be constant.

e Movement is described by classical mechanics based on Newton’s laws of motion
while effects of special relativity and quantum mechanics are ignored.

Additionally, bodies interact with each other. Interactions may include bouncing off
one another, sliding under friction, rolling and coming to rest.
Bodies have a geometric shape and other individual properties that affect how they move
and interact with other bodies. These properties can include

e mass distribution, which describes the spatial distribution of mass within the shape.
This may include the total mass and the center of mass, the point to which a force

may be applied to cause a linear acceleration

12



e a surface description, which affects behaviour under friction

e an elasticity factor that influences collision behaviour

To represent shapes, a limited set of collision primitives are used. More complex
shapes are then in turn constructed by combining multiple collision primitives. Some of

the most common collision primitives are

e spheres, volumes described by a center and a radius
e capsules, volumes composed of a cylinder and two hemispherical end caps
e bounding boxes, or more specifically, rectangular cuboids

e convex polyhedra, which are able to approximate convex shapes reasonably accurate

All bodies should obey the non-intersection constraint, that is, object interpenetration
is disallowed. Other movement constraints may be defined per body, including, but not

limited to

e hinge constraints, which limit rotation to a single axis and allows, for example, the

simulation of doors

e point-to-point constraints, which constrain a point on one body to always align
with a point on another body

e stiff spring constraints, which keep a point on one body at a fixed distance to a
point on another body

To represent objects that are assumed not to move, such as the ground on which a
simulation takes place, static bodies may be provided, which behave like rigid bodies with

infinite mass.

3.1.2 Architecture

The simulation of a system requires to model the state of the system and change it as the
time in the simulation advances. Discrete and continuous simulation describe two different
approaches to modelling the advancement of time. In a discrete simulation, the changes
to the system state happen at discrete instants of time. These changes get triggered
by an event. In a continuous simulation, the system state is changed continuously, in
infinitesimally small time steps. A description of the differences between these approaches
and the discussion of hybrid models that use a combination of both approaches can be
found in [35].

13



In real-time applications, the advancement of time is simulated in a continuous fashion.
The system has an initial state that is quasi-continuously updated in discrete time steps
[35]. A common approach is to use a fixed time step, often with a length of 16.7ms, as
established in section 2.1.

However, the duration of this interval varies among different types of systems and
their implementations. An application or game engine may have multiple subsystems,
each of which may be updated independently and at different frequencies. This type of
architecture is well suited for parallel computing, and applications may run subsystems
in parallel on different CPU processes [19]. Subsystems may be updated with a variable
time step, in which case the duration of a time step may vary between time steps. The
other, more common approach is a constant time stepping, with typical frequencies lying
between 30Hz and 120Hz [19].

The proposed architecture for a rigid body simulation is designed to run with a
constant time step, but implementations supporting variable time stepping are also
possible. An implementation that can be included as a subsystem in a larger software
and run in parallel with other subsystems is possible using the described architecture.

During each time step, the simulation performs an update of the system state, which
is divided into three phases:

1. Dynamics: Linear movement as well as angular movement is simulated based on

external forces, which are provided by the previous time step.

2. Collision Detection: Bodies that have come into contact are determined and
additional information about the nature of the contact is gathered to be used by the
next phase. In practice, it is impossible to detect a collision at the exact moment it
occurs, but only after the event, as the positions are updated in discrete time steps.
Consequently, bodies that have come into contact with each other intersect, which

is why intersection test algorithms are used to detect contacts.

The collision detection phase is a performance-intensive phase, because these algo-
rithms are nontrivial and a large number of bodies may be simulated. In a system
with n simulated bodies, the number of possible unique pairs of bodies is given
by (g) A naive implementation that runs intersection tests for every possible
combination of bodies has a time complexity of O(n?).

For this reason, performance optimizations are employed, that may utilise spatial
partitioning, hierarchical bounding volumes and temporal coherency. The applica-
tion of these optimizations is divided into several phases, each of which reduces the
number of combinations of potentially colliding bodies, until the last phase performs
the intersection tests for the remaining combinations. Typically, three phases are

14



used, called broad phase, mid phase and narrow phase.

3. Collision Response: The final phase defines how bodies react to collisions, based
on contact details provided by the collision detection phase. This is again divided

into several steps and is implemented in so-called solvers.

The impulse solver calculates impulse forces, which will be applied in the dynamics
phase during the next time step. Besides the contact information, velocity and
other properties of the colliding bodies are considered.

Several constraint solvers may be implemented, each satisfying one or more con-
straints, such as the non-intersection constraint and others described in subsec-
tion 3.1.1.

Note that the collision detection can be implemented as a separate, independent
system that merely provides collision information, which can in turn be used by physics
simulations, like a rigid body simulation or other systems. In addition to detecting
collisions between moving shapes, a collision detection system often provides functionality
for analysing hypothetical scenarios. For this purpose, there are collision queries, which
can be used, for example, to find shapes along a certain path. The simplest collision
query is a ray cast, which returns all shapes that intersect a line defined by the caller.

Although collision queries are not usually used to simulate the motion of objects, they
perform intersection tests with the rigid bodies in the simulated system, so rigid body

engines often provide them.

3.2 Geometric Algebra

This section contains an introduction to GA, followed by an exploration of those aspects
of RGA, which are relevant to this thesis. Large parts of this section are based on [28|.

The aim of this section is to allow this work to be read on its own and to convey
a geometric understanding of the elements found in GA. It will contain references to
equivalent counterparts in LA. For a more thorough exploration of GA, readers interested
in computer science may want to read [28|, and those with an interest in physics may
wish to read [9)].

For the notation used throughout this thesis, see Appendix A.

3.2.1 The Exterior Product

The exterior product provides a geometrically meaningful way to multiply any two
quantities together. It is frequently also called the wedge product and less often the outer

15



product. For two vectors a and b, the exterior product calculates a bivector:
anb.

The resulting bivector or 2-vector, where 2 refers to the grade or dimensionality, can be
thought of as an oriented area with a magnitude, similar to how a vector can be thought
of as a combination of a direction and magnitude. A bivector a A b can be thought of as
a parallelogram with a winding direction spanned by the vectors a and b, as shown in
Figure 3.1. If the order of the vectors is reversed, the winding direction is also reversed.
Note that, although a A b is depicted as a parallelogram, it has no specific shape attached
to it, only orientation and magnitude, and could equally well be visualized as a rectangular
or circular shape with the same area.

The exterior product of two vectors a A b is similar to the cross product a x b with
the difference that the results are of a different type of vector. The direction of a x b
corresponds to the normal vector of the plane in which a A b lies and the magnitude of

a x b matches the size of the area of the parallelogram spanned by a and b.

Figure 3.1: The bivector a A b can be visualized as the parallelogram spanned by a and
b.

When multiplying three vectors together using the exterior product, the result is a
trivector, or 3-vector:
aAbAc.

A trivector can be thought of as an oriented volume and a magnitude. Its magnitude
matches the volume of the parallelotope spanned by the vectors a, b and ¢, as shown in
Figure 3.2. Similar to bivectors, it represents no specific shape, however the orientation
of a trivector only specifies a winding direction and no rotation unlike the bivector. It
only has a single component, similar to a scalar.

The exterior product of three vectors a A b A ¢ is related to the scalar triple product

(axb)-c, which computes to the same value.
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Figure 3.2: The trivector a A b A ¢ can be visualized as the parallelotope spanned by a,
b and c.

Calculating the exterior product of linearly dependent vectors always yields 0. This
can be illustrated geometrically: The area of the parallelogram spanned by two vectors
pointing in the same direction is always 0, so the exterior product of these vectors is also
0. Similarly, the area spanned by three vectors is 0 if the vectors lie in the same plane.

From this we can conclude that the exterior product of four vectors always results in
0, because there are no four linearly independent vectors in 3D space. In a 3D algebra,
there are O-vectors, which are scalars, 1-vectors, which are regular vectors, 2-vectors and
3-vectors. Generalised to arbitrary dimensions, there exist vectors with grade 0 to n in

an n-dimensional algebra.

3.2.2 Representing 3D Flat Geometry

We can utilize the properties of different k-vectors, where k represents their grade, to
represent flat geometries. For example, lines can be represented using regular vectors,
also called 1-vectors, and planes can be represented using 2-vectors. However, these
representations, in its currently introduced form, have a limitation: They can only
represent geometries that pass through the origin.

To work around this limitation, a 4D algebra is introduced to represent 3D space.
This matches homogeneous coordinates, as used in traditional geometry.

To represent points in 3D space, a 4D 1-vector is used. This vector consists of four
components, referred to as x, y, z and w. The vector can be understood as a line that
passes through the origin in 4D space. The 3D point corresponding to this line is given
by the z, y, z coordinates at the location where w equals 1. In other words, the 4D line
intersects the 3D subspace where w = 1. This subspace is known as the Fuclidean plane.

17



Euclidean plane

)

Figure 3.3: The vector v representing a point p is projected onto the Euclidean plane.
It is important to understand that this subspace is not planar, but also extends in the z

direction. The z-axis is omitted due to difficulties displaying 4D-space.

In a similar fashion, a 4D 2-vector can represent a 3D line. The 2-vector can be
geometrically understood as a plane that passes through the origin of 4D space. The 3D
line corresponds to the intersection of this plane and the Euclidean plane. The 4D 2-vector,
which represents a line passing through two points in 3D, represents in a 4D context
the plane containing the origin and the two points points. Taking the exterior product
between the 4D 1-vectors representing those points, yields the desired 4D 2-vector.

In the same way, a 3D plane can be represented by a 4D 3-vector, which can be
understood geometrically as an oriented volume containing the origin of 4D space. Its
intersection with the Euclidean plane corresponds to the 3D plane. Such a 4D 3-vector

can be obtained by taking the exterior product of three points lying on the plane.

Again, connections to conventional geometry can be found. The 4D 1-vector used to
represent points numerically match the values of a homogeneous point vector representing
the same point. The 4D 2-vector used to represent a line numerically match the values of
the Pliicker coordinates used to represent the same line.

In conventional geometry, a plane g can be described by

g=n+w,

where n is normal vector of the plane and w is the distance to the origin where the plane
is closest to the origin. This representation is called an implicit plane. The numerical
values of this representation match the values of the 4D 3-vector used to represent the
same plane.

Another common choice for representing a line with conventional methods, is a
parametric line [ [(t) = p + tv where p is a point on the line and v a unit vector pointing

18



in the direction of the line. This function returns a point on a line, with different points
returned for different choices of the input parameter ¢. This is a fundamentally different
representation than the GA representation. Additionally, multiple values for p and v exist
that represent the same line while, while for a line in the RGA, only a single representation

exists.

3.2.3 Join and Meet

The exterior product was previously used to construct geometries. A plane can be
constructed by multiplying three points together under the exterior product, or by
multiplying a line with a point. An operation that combines two lower-dimensional
geometries into a higher-dimensional geometry, is called join.

Unlike to the exterior product, the exterior antiproduct, denoted by v, reduces higher-
dimensional geometry to lower-dimensional geometry. Specifically it constructs geometry
with a lower grade than one of its operands. Multiplying two geometries under the exterior
antiproduct is called the meet and is similar to an intersection operation. Calculating the
meet of two planes g and h

l=gvh

gives us the line 1 at the intersection of both planes, where they “meet”. The meet of a
plane and a line yields the point where they intersect.

When performing a meet operation between objects that are parallel and therefore
do not intersect, the result is 0. Similarly, when a join operation between objects is
performed, which already contain each other, like a point lying on a plane, the result is 0.

Different geometries can be combined in a multitude of different ways with the exterior
product and the exterior antiproduct. One especially useful combination is the exterior
antiproduct between two lines 1 and k, which results in a scalar s. This scalar has the
value of the signed distance of the lines where they are closest to each other. The sign
can be illustrated using the right hand rule. If 1 is interpreted as the axis of a rotation,
where the direction of rotation is defined by the right-hand rule, the sign of s is positive
when k points in the direction of rotation and negative otherwise. This allows for an

interesting application in section 4.5.

3.2.4 The Inner Product
The inner product is a generalization of the dot product. The inner product is denoted as
aeb

where a and b are vectors. Just like the dot product, the interior product yields a scalar
value that depends on the angle between the two vectors, but unlike the dot product, the
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interior product is defined for elements of arbitrary grades. However, the interior product

between two elements is only nonzero if the elements are of the same grade.

3.2.5 The Geometric Product

For 1-vectors, the geometric product is the sum of their inner products and exterior

products:
anb=aeb+aAb.

The geometric product yields a multivector. Multivectors can contain elements of different
grades. The multivector above consists of the O-vector a e b and the 2-vector anb. A

possible visualization of such a multivector is illustrated in Figure 3.4.

Figure 3.4: The geometric product a A b can be visualized as the combination of the

bivector a A b and the inner product a e b, which represents the angle a.

3.2.6 Representing Rigid Transformations

Multivectors and the geometric product are used to represent and apply transformations.
Within the 4D RGA, multivectors can represent rigid transformations. A rigid trans-
formation is a transformation that preserves angles and distances. When transforming
rigidly, the shape and size of objects does not change, but it can change the spatial
positioning as well as “fip” the object inside out. Transformations that flip the object
are not important for the application in a rigid body simulation. However, one such
transformation, reflection, is the most fundamental transformation and all other rigid
transformations can be achieved by concatenating reflections.

Note that algebras with different dimensions exist, the most common algebra used in
computer science applications is the CGA. CGA is a larger 5D algebra that contains the
RGA and supports conformal transformations and round objects like circles and spheres.

To illustrate how vectors can represent transformations in 4D RGA, see how a reflection

across the plane g can be applied to the k-vector v, which may represent a point, line or
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a plane:
Vi =-gVvgVg.

Note the use of the geometric antiproduct, denoted by the symbol v, instead of the
geometric product. The geometric antiproduct stems from of a certain duality present in
GA. All product operations present in GA have a corresponding antiproduct. However,
since the geometric antiproduct does not differentiate itself from the geometric product
in terms of computational operations, but only in the way the numerical values are
interpreted, its existence is often ignored. If the reader is interested in the details of the
antiproduct and the duality present in GA, the book [28] is recommended.

The “sandwiching” of vg between g results in the reflected vector vi. The minus sign
reverses the direction of the vector after the geometric antiproducts are calculated. This
represents the fact that geometries are “flipped” after a reflection.

Applying a subsequent reflection to the reflected vector vy across the plane h

ve=-hvvyvh

yields the vector vo. The presence of the minus sign indicates that the geometry rep-
resented by vy is no longer flipped. The combination of two reflections can be denoted
as

va=hv(gvvovg)vh

ve=(hvg)vvev(gvh)
V2:R\'/V0\'/R_1

where R is the multivector produced by h v g. The expression a™!

represents inversion,
which is defined as follows:

alva=aval=1

and represents the fact that the planes are multiplied in reversed order.

In geometrical sense, R represents two reflections about a plane. Both rotations and
translations can be constructed using two reflections, so R is able to represent either a
reflection or a translation, depending on the planes that were used to construct it. R is
a 4D multivector containing a 2-vector part representing a line to rotate around and a
0-vector part representing the amount to rotate. If the two planes intersect, R represents
a rotation, as shown in Figure 3.5. In the case that the two planes are parallel, the
intersection is considered to be at infinity. Rotating around a line at infinity results in a
translation along the normal vectors of the planes. Figure 3.6 illustrates this.

Multivectors representing a rotation about the origin are called rotation operators, or
rotors for short, while multivectors representing a translation are called translation opera-
tors. A rotor R and a translation operator T can be combined into another multivector
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Figure 3.5: The point pg is reflected across the planes h and g. The resulting rotation is
one about the line 1 where the planes intersect. 1 points towards the viewer. The rotation

angle is twice the angle between the planes h and g.

+D2
h
*D1
g
* Do

Figure 3.6: The point p is reflected across the parallel planes h and g. The translation
direction is along the normal vectors of the planes and the translation distance is twice
the distance between the planes.

Q by multiplying their respective multivectors under the geometric antiproduct:
Q=RvT.

The resulting multivector Q represents a rotation followed by a translation. Note that
the order of multiplication matters. Multivectors that represent any combination of
translation and rotation are referred to as motion operators or motors. Any number of
motors can be combined into a single motor using the geometric antiproduct. A vector
vg can be transformed by a motor using the sandwich product:

V1=Q\'/V0\'/Q_1.

The respective inverse transformation can be applied by changing the order of multiplica-
tion:

vO:Q’l\'/vl\'/Q.
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Note that the transformed vector vg can be any vector, including 3D 1-vectors representing
directions, 4D 1-vectors representing points, 4D 2-vectors representing lines, or 4D 3-

vectors representing planes.

A link to conventional geometry can be found here too: The numerical values of
a rotor match those of a quaternion representing the same rotation. Because of their
similarities, the term rotor and quaternion is sometimes used interchangably.

A motor can be constructed as a composition of a rotor and a translation operator,
which is similar to how a 4x4 matrix representing rotation and translation, can be
constructed from a 3x3 rotation matrix and a homogeneous translation vector. Both
representations can also be deconstructed into their respective rotation and translation

representations.

23



Chapter 4

Method and Implementation

This chapter presents approaches for applying RGA elements to real-time rigid body
simulation and outlines the differences to conventional approaches. Several components
are presented in two different versions. For each component, a description of the specific
problem is given and the approach taken by each version is explained. Then, the differences
in their functionality and implementations are discussed.

RGA adds several elements to conventional geometry, which replace their conventional
representation. However, the most basic geometries, directions and points, which are
the most common in this implementation, are represented in a similar manner in both
RGA and LA. Therefore, much of the implementation does not differ. The most drastic
difference lies in the approach to rigid body dynamics, described in section 4.2.

4.1 Technical Environment

The rigid body simulation “Tics” is implemented as a C++ library and is publicly available
on GitHub [12]. The library exposes an application programming interface (API) through
which the simulation can be controlled. The third-party open-source library ‘“Terathon
Math Library” [29] by Eric Lengyel is used, which contains optimized implementations of
elements from both LA and GA. Benchmarks are implemented as standalone applications
using the rigid body simulation library and the authors own OpenGL rendering library
[11].

Tics follows the architecture described in subsection 3.1.2. Note that only a fraction
of the features typically present in rigid body simulations have been implemented, namely
those that the author considers to be a minimal feature set, listed in Table 4.1. The terms
that are used in the table are described in section 3.1.

Already existing functionality of the rendering library was used to load meshes from
glTF files. Time stepping happens at a frequency of 60Hz and the simulated duration
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of one time step is 16.7ms. This is decoupled from the rendering time step, which is
executed at a variable frequency.

Tics stores lists of all current rigid and static bodies that are part of the simulated
world. During the dynamics phase, the movement of all rigid bodies is updated. The
collision detection phase detects all intersections and outputs a list containing them,
followed by the collision response phase, which iterates this list and applies impulses to
all colliding objects.

Category Features
Interaction between bodies Bouncing off one another
Movement Linear movement

Angular movement

Shapes Convex polyhedra
Body types Rigid body

Static body
Constraints Non-intersection
Body properties Mass

Elasticity
Collision detection phases Narrow phase

Table 4.1: Features of the presented implementation.

4.2 Rigid Body Dynamics

The movement of a rigid body is modeled as the linear movement of a fixed point, the
center of mass, and a rotation along an axis through that point. The coordinates of the
center of mass are in world space, a fixed frame of reference for all objects. Motion is
modeled by approximating first-order differential equations using the Euler method. The

position of the center of mass x is updated at each time step according to the equation
x' =x+ VAt

where x’ denotes the state at the next time step, At the time between time steps, and v
the current linear velocity. The change in velocity is modelled as

f
vi=v+ —At
m
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where f is a force acting on the center of mass and m is the mass of the body.

When modelling a collision between rigid bodies, a collision causes a near instantaneous
change in velocity, which could be represented as a force acting over the very short interval
of collision. However, in practice this is better represented as an impulse p rather than a
force:

vievi 2
m

A bodies rotation ¢ and rotational speed w are modeled by the equations
¢ =+ wAt

and

(6
w'=w+2—At
rem

where « is a rotational impulse and 7 is the distance between the center of mass and the
location the impulse is applied. Note the strong similarity to their linear counterparts.

In order to update the positioning and velocities every time step, they must be stored
as part of the state of a body. This information includes the current position and rotation,
as well as the linear and angular velocity. Since the dynamics phase processes external
forces or impulses, which are provided by the collision response phase of the previous
phase, those are also stored as part of the state of a body. The two implementations store
rigid body states as different elements, depicted in Table 4.2.

Conventional Geometric algebra

Position 3D vector

. Motor
Rotaton Quaternion
Linear velocity 3D vector 3D vector
Angular velocity Quaternion Rotor
Linear impulse 3D vector 3D vector
Angular impulse Quaternion Rotor

Table 4.2: Comparison chart: Representing rigid body states.

The conventional version chooses to store the respective linear and angular components
as separate representations. The GA version stores its spatial displacement in a single
motor, which represents a translation and a rotation. This has the advantage that various
elements such as directions, points, lines and planes can be easily transformed from world
space to the local space of a rigid body, and vice versa.
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One might assume that it would be possible and practical to also store the linear and
angular velocities and impulses as a single motor each and possibly unify their calculations,
given the similarities between their equations. For example, every time step the position
is increased by vAt and the rotation is increased by wAt, so the combination of v and w
into a single operation seems possible.

However, since the spatial positioning is modeled as the coordinates of a rigid bodies
center of mass and a rotation around the same point, the order in which rotation and
translation are applied must be considered. When transforming an element from world
space to the local space of a rigid body, the rotation must be applied first, followed by
the translation. Therefore the transformation operator representing the positioning of a
rigid body must represent a rotation followed by a translation. A motor Q representing a
rigid bodies spatial positioning, can be constructed from a rotor Rq and a translation
operator Tq by multiplying them with the geometric antiproduct in the order

Q = TQ \’/RQ.
Let
M = TM \'/RM,

where Ty represents the change in position vAt of one time step and Ry the change in
rotation wAt of the same time step. If Q and M were combined under the geometric
antiproduct in order to create the motor Q' that represent the updated positioning, their

rotations and translations would be combined in an undesired order:
QvM=TqVvRqVvTwMmVRM.
In order to achieve the desired order
Q' =TmVvTqVvRqVRM,

M can be deconstructed into its rotation and translation operators, which may then be

applied to Q in the correct order:
Q, =Tnm Vv Q v RM

This shows, that a separate treatment of rotation and translation is still necessary
and the intended simplification of the equations is not achieved. For this reason, only the
spatial positioning is stored as a single transformation operator while the velocities and
impulses are represented as separate entities.

Note that Tics stores a rotor as the same data structure as a quaternion, so the repre-
sentation of velocities and impulses in the GA version is the same as in the conventional

version.
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If a motor is desired that represents either the combined velocities or the combined
impulses, such a motor can be constructed from the corresponding 3D vector and rotor.
The process of creating such a motor is described in the next section.

One limitation quaternions, rotors and motors have in common is the fact that they can
not represent rotations beyond one complete rotation. A rotation of 370° is represented by
the same numerical values as a rotation of 10° around the same axis. When representing
the spatial rotation of a body at one point in time this is a non-issue. However, when
they are used to store angular velocity, this becomes problematic. If the unit represented
by the operator is radians per second, angular speed is limited to one rotation per second.
This can be worked around by changing the unit of measurement, but this will only
increase the angular speed limit, and will not remove it. Alternatively a 3x3 rotation
matrix or a axis-angle representation can be used as a representation for angular velocity.

The choice of elements that represent the state of objects, especially spatial positioning,
has an impact on other components of the software and must be made carefully. It is
also important to consider that other systems use different methods of representation,
for example, a rendering system typically uses 4x4 matrices to represent transformations.
If a motor is used, it would need to be converted to a matrix each time the system
synchronizes its state.

Other uses of GA have less impact on other systems, as will become clear in the next

sections.

4.3 Predicting Movement

In some situations it may be desirable to predict the future movement of one or several
points on a rigid body. One use case for this functionality is in the collision response
phase, as calculating the impulse resulting from a collision may require the velocity of
both rigid bodies at the point of contact. For a detailed exploration of collision response
algorithms, see [31]. When multiple points of contacts are considered, a transformation
operator that can be reused to translate each point is useful.

The process of such a prediction is outlined in Table 4.3. Notice how the GA method
defines an operator that could potentially be reused for translating multiple points or
other geometries. If such an operator is desired, a conventional approach could calculate
matrices for each step of the described method and combine them afterwards, resulting
in a 4x4 matrix capable of representing the same transformation as the motor Q.

In Addition, it may be beneficial to predict the position at several points in time. To
achieve this, both approaches can be performed repeatedly with rotation angles and linear
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Let p be a point in world space coordinates that is to be moved as if it were part of a

rigid body.

w is a direction vector that specifies the angular rotation axis and w the rotation

speed in radians.

The point ¢ resembles the center of mass of the rigid body and the vector v resembles

the linear velocity.

Conventional

Geometric algebra

Translate p by —c so the center of rota-

tion is at the origin.

Calculate the line around which the ro-

tation takes place: 1=cA (c+w).

Create a quaternion with the rotation

axis w and the rotation angle w.

Create the motor R that represents a

rotation about the line 1.

Rotate p using the quaternion.

Calculate the motor T that translates

by v.

Translate p by +v.

Calculate the motor Q = T v R.

Translate p with +c to convert it back

Transform p using Qvpv Q'.

to world space coordinates.

Table 4.3: Comparison chart: Predicting the movement of a point on a rigid body. The
operator Q of the GA method can be reused to transform multiple points.

velocity vectors that are scaled accordingly. Alternatively, the motor ) can be “scaled”
using a technique called spherical linear interpolation. A matrix does not support this
and would have to be recalculated.

4.4 Calculating Barycentric Coordinates

Barycentric coordinates are used in the collision detection phase of this physics engine
to identify collision points in an intersection test algorithm. More specifically, they are
used to extend the Expanding Polytope algorithm, which is itself an extension to the
Gilbert—Johnson-Keerthi (GJK) distance algorithm. For an explanation of the GJK
distance algorithm, see the original paper [17].
The specific problem solved by the presented algorithm can be reformulated so that an
understanding of the GJK distance algorithm is not required:

Given a point pm on a triangle defined by the points ay,, bm, ¢m, how can the
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coordinates of the point p on another triangle defined by the points a, b, ¢, be found,
given that the distances between the points of one triangle are proportional to the distances
between the corresponding points of the other triangle and the position of all points is
known except for point p?

On a triangle, the barycentric coordinates of a point inside the triangle consist of three
scalar values that sum to 1. The barycentric coordinates can be viewed as masses placed
at the vertices a, b, c of the triangle. The coordinates of a point p with the barycentric

coordinates u, v and w can be calculated as
p = ua + vb + wc.

In order to solve the given problem, the barycentric coordinates of the point py are
identified, which can then be used to calculate the coordinates of the point p.

The barycentric coordinates can be calculated using the fact that the areas of the
triangles ambmPm,; PmCmPm and ampmCm are proportional to the barycentric coordi-
nates w, u and v, as depicted in Figure 4.1. To calculate the area of a triangle, consider
that the parallelogram spanned by its vertices, has twice the area of the triangle.

#Cm

am &

Figure 4.1: The areas of the triangles ambmPm, PmCmPm and ampPmCm are propor-

tional to the barycentric coordinates w, v and v.

A conventional implementation and a GA implementation of the algorithm used to
find the barycentric coordinates is described in Table 4.4. Note that the algorithm does
not calculate the areas of the triangles, but uses the areas of the parallelograms instead,
because these are proportional to the areas of the triangles.

Both versions of the algorithm are almost the same with the difference that the GA
version uses the exterior product in the calculation of the areas while the conventional ver-
sion uses the cross product. The exterior product calculates a bivector that is constructed
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from the two vectors from which it was constructed, with the area of the parallelogram
spanned by the two vectors from which it was constructed. The cross product used in
the conventional version calculates a vector with the direction of the normal of the same
plane and a length of the are of the same parallelogram.

The exterior product and the cross product consist of exactly the same operations, and
the resulting vector and bivector have the exact same numerical values. The difference
between the two operations is that the results are interpreted in a different way. In this
case, GA provides a more intuitive interpretation of a calculation, which may contribute

to a better understanding, but does not add new functionality.
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Conventional Geometric algebra

Calculate vectors representing two edges of the triangle apbmpm-
AmPm = Pm — 8m

ambp =Pm — bm

Calculate the area of the parallelogram Calculate the area of the parallelogram
spanned by appm and by, pm by calcu- spanned by ampm and by,pm by cal-
lating the magnitude of the cross product culating the magnitude of the exterior
between them. product between them.

areQgpp = [lamPm X bmPml| aredgpp = lamPm A bmPml||

Repeat the steps above for the triangles by CmpPm and amPmCm.

Calculate the sum of the areas.

arelsy, = aredqpy + aredpep + areaqpe

Find u, v, w by dividing the corresponding areas by area,,.

aredpe
u= ——F
aream,
aredgpe
v = ——ape
area,,
areaqp
w = —p
area,

Table 4.4: Comparison chart: Find the barycentric coordinates of a point py, in the

triangle apbmem.
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4.5 Ray Casting

In a typical implementation, a ray cast operation performs intersection tests against all
shapes that are part of the simulated system and returns details about the intersection,
like the intersection point. However, in some situations the option of performing a ray
cast against an individual shape may be useful and can even be used to implement ray
casting against all simulated shapes. Note that in the implemented simulation ray casting
is not used as part of the simulation of rigid body motion, but is instead provided as
standalone functionality to be invoked by the user of the library.

This section describes an algorithm to perform a ray cast against a single shape,
described by a triangle mesh. The ray cast checks if the mesh is intersected by the ray,

but does not provide details about the intersection.

The algorithm is described in Table 4.5. It is a modified version of a line-triangle
intersection algorithm from [29].

Both variants are similar in that they both calculate three scalar values that indicate
if a triangle is intersected by a line. Each of those values represent on which “side” of an
edge, from the viewpoint of the ray, the ray passes the triangle. They differ, however, in
the way these values are calculated.

The conventional version uses the scalar triple product, which relies on the previous
translation that causes p to coincide with the origin. The GA version uses the exterior
product to construct lines representing the edges, followed by the exterior antiproduct.
For a geometric explanation as to why this works, see subsection 3.2.3. This method does
not rely on a prior translation and would in fact work without it. Nevertheless, both the
line and the triangle are translated so that vertex a coincides with the origin.

This allows for optimizations in obtaining the lines e,p and ec,. Choosing a as the
origin has the effect that each time the same triangle is tested, its vertices are translated to
the same location and therefore the lines that are calculated to represent the edges of the
triangle are always the same. It is possible to calculate these lines in a preprocessing step
and store them in the mesh data structure so that they do not have to be calculated at
runtime. Whether the additional memory consumption per mesh is worth the performance
improvement needs to be evaluated on a case-by-case basis and may depend on memory
constraints and the frequency of ray casts. A third version of the algorithm has been
implemented which precalculates the edge ey for each triangle in a mesh and stores it in
the mesh data structure. The other edges are not precalculated, as their construction
can be implemented in an optimized way due to the fact that they pass the origin. A
line that passes through the origin can be directly constructed from its direction, which
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Conventional

Geometric algebra

Let p be a point on the ray and v a unit vector representing the direction of the ray.

The ray is represented by the parametric
line I[(t) =p +tv.

The ray is represented by the line 1 =
pA(P+V).

Iterate over all triangles of the current mesh and repeat the following steps for each of

them. The vertices of the current triangle are the points a, b, c.

Translate the points a, b and ¢, so the

point p becomes the origin.

Translate the line 1 and the points a, b
and c, so the point a becomes the origin.

Calculate the scalar triple products (a x
b)-v, (bxc)-v, (cxa)-v, each belong
to one edge of the triangle.

Calculate lines representing the edges of
the triangle with eap, =anAb, epe =bAc,
and ecy = ¢ A a. Calculate the exterior

antiproducts 1v eap, 1V epe, and 1V ec,.

If all of the scalar triple products are
negative, the ray does intersect the tri-

angle.

If all of the exterior antiproducts are pos-
itive, the ray does intersect the triangle.

If the ray does intersect the triangle, the algorithm finishes early with the result of an

intersection, otherwise the remaining triangles are checked.

Table 4.5: Comparison chart: Ray casting algorithm against a triangle mesh.
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in the example of the edge e, corresponds to the coordinates of point b. The runtime
performance of all implementations is compared in section 5.2 of the next chapter.

If a ray cast is executed that hits the exact edge of a triangle, floating-point inaccuracies
can cause the result of the algorithm to fluctuate. Meshes are usually constructed in such
a way that polygons share edges. If a ray cast is aimed at an edge that belongs to two
triangles, this can lead to incorrect results where no hits are detected for both triangles.

In the conventional version, the accuracy of the scalar triple product depends on the
positions of p and the triangle. This is due to inaccuracies when performing operations
between floating-point numbers. As the triangle is translated such that p is at the origin,
the vertices of the triangles vertices depend on the choice in p. This results in the
possibility of very large values for the translated vertices, which increases the likelihood
of incorrect results. The typical fix for this is introducing a tolerance, where a near-hit is
reported as a hit. This tolerance is usually defined by the scalar value e that specifies the
range of the tolerance. However, there is no single value that works best in all cases. A
possible solution may be to dynamically change the value of ¢ depending on the distance
between p and the triangle. However, it is clear that introducing an error tolerance that
depends on the accuracy of a particular number representation is not an ideal solution.

The GA version does not have this problem, because it chooses a as the origin, so the
positions of the triangles vertices do not depend on the choice in p. The way in which
lines are represented in GA ensures that the numerical values of a line passing close to
the origin also remain small, regardless of the points from which the line is constructed.

For a thorough explanation of why this is the case, see [28|.
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Chapter 5

Performance Evaluation

In order to answer the scientific question formulated in section 1.3, the performance of
Tics is evaluated and discussed. First, individual benchmarks of the ray casting algorithm
and the dynamics algorithm are presented, followed by benchmarks of the complete
simulation process and the evaluation of the scientific question.

The movement prediction algorithm was not benchmarked individually because of
the difficulties in creating a scenario where a fair comparison of performance is possible.
Such a scenario would also conflict with the goal of testing performance in a realistic
environment.

The algorithm for calculating barycentric coordinates was also not benchmarked
individually, as the computational operations of both versions are equivalent, explained

prior in section 4.4.

5.1 Hardware and Environment

The benchmarks were conducted on a total of five consumer-grade test systems. The
hardware and software of these systems is listed in 5.1. The benchmark applications
have been compiled in release mode using Visual Studio 2022 (14.37.32822) for Windows
systems, and GCC 14.2.1 for Linux systems.
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Operating System

CPU

RAM Category

System 1
System 2
System 3
System 4
System 5

Windows 10
Windows 10

Linux

Linux

Linux

AMD Ryzen 9 7900X3D
AMD Ryzen 5 5600G
AMD Ryzen 5 5600G

AMD Ryzen 5 1600
Intel Core i5-1035G4

64 GiB Desktop PC
16 GiB  Desktop PC
32 GiB  Desktop PC

16 GiB  Desktop PC

8 GiB Laptop

Table 5.1: Hardware and software of the systems on which the benchmarks were run.

5.2 Ray Casting Algorithm

One conventional version and two GA versions of the ray casting algorithm were bench-

marked. The first GA version implements the algorithm as described in Table 4.5 and

the second GA version adds an optimization that is described in section 4.5.

For each version of the algorithm, a benchmark was created using the same setup.

Ray casts are performed repeatedly against a high-poly version of Blenders test model

“Suzanne”, which consists of 251,904 triangles. The ray cast was always performed with the

same ray hitting the mesh at a specific location. Ray casts were performed continuously for

about 30 seconds while the execution time of each was measured. The average execution

time of a ray cast was then calculated.

LA GA GA Optimized
Time Time Ratio Time Ratio Ratio
[ms|  |ms] toLA [|ms|] toLA toGA
System 1 0.85 0.98 1.156x 0.97 1.14x 0.99x
System 2 1.18 1.38 1.17x 1.27 1.08x 0.92x
System 3 1.04 124 1.19x 1.21 1.16x 0.98x
System 5 3.64 423 1.16x 4.18 1.15x  0.99x
Average 1.17x 1.13x  0.97x

Table 5.2: Benchmark results: Average execution time of ray casts against a mesh

consisting of 251,904 triangles. Lower is better.

The benchmark results are listed in Table 5.2. The columns titled “Ratio to ...” show

their relative performance compared to another approach. The benchmarks show that
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the GA version is on average about 17% slower than the conventional implementation.
The optimized GA version is only slightly faster than the GA version.

5.3 Rigid Body Dynamics Algorithm

One conventional and one GA version of the dynamics phase of the simulation were
benchmarked. Their differences are described in section 4.2. The movement prediction

algorithm described in section 4.3 is not part of these benchmarks.

Figure 5.1: Screenshot of the rigid body dynamics benchmark.

For both versions, a benchmark was created using the same setup.

The collision detection and collision response phases were removed from the simulation so
that only the dynamics phase is executed during a time step. The time step was executed
repeatedly as in the usual simulation and the execution time of each time step was
measured. Usually the collision response phase provides impulses which are then applied
by the dynamics phase. To substitute this, randomized linear and angular impulses were
added to each rigid body before each time step. Gravity was not simulated. A total of
300 bodies were simulated. The simulation stops after the simulated time reaches 20
seconds. One time step advances the simulated time by 16.7ms, executing a total of 1200
time steps. In Figure 5.1 a render of the state after the simulation stops can be seen.
Rigid bodies have moved from their original positions in random directions with random
rotations. They are rendered as cubes, but since collisions are not simulated, their shapes
are not considered and they intersect each other.

The benchmark results are listed in Table 5.3. The results show that on average the
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LA GA

Time [us] Time [us] Ratio to LA

System 1 31.1 34.7 1.12x
System 2 47.9 48.7 1.02x
System 3 35.9 414 1.15x
System 4 90.5 121.3 1.34x
System 5 141.9 168.9 1.19x
Average 1.16x

Table 5.3: Benchmark results: Average time step duration in a pure dynamics simulation
with 300 rigid bodies. Lower is better.

GA version is 16% slower than the conventional version. This indicates that using motors
instead of a combination of vectors and quaternions to store position and rotation leads
to a performance loss.

5.4 Complete Simulation

In these benchmarks, the runtime performance of all three phases of the simulation
were measured. The goal of these benchmarks is to measure performance in a realistic
application. The time spent in each phase was measured individually.

For both versions, a benchmark was created using the same setup.
The movement of 21 rigid bodies with a shape defined by a convex mesh with 63 vertices
was simulated for 20 seconds. The simulation stops after the simulated time reaches
this limit. One time step advances the simulated time by 16.7ms, executing a total of
1200 time steps. A set of static bodies have been added to the simulation to create an
environment for the rigid bodies to interact with. The rigid bodies have predetermined

initial positions, rotations, masses and elasticity values.

The ideas of chaos theory are relevant to this benchmark. Due to the chaotic nature of
a rigid body simulation, the sequence of such a complete simulation cannot be predicted.
A slight difference in the simulation might cause vastly different behaviour. A change in
events in the rigid body simulation can have an impact on performance. For example, in
a simulation in which more collisions occur, more time is spent in the collision response
phase. The collision detection phase is also affected, as collision details are calculated
only in the case of an intersection. In general, the more collisions occur, the longer a time
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step will take.

To enable reliable results, a deterministic simulation would be ideal. In a deterministic
simulation, across multiple simulation runs, the exact same events occur, the collisions
and collision responses that occur are the exact same and the bodies end up at the exact
same locations when the simulation finishes. It was found that a simulation with the setup
of this benchmark is deterministic under certain conditions. The deterministic property
only applies to each version of the simulation individually, that is, the simulation takes a
different course of events on the GA version than on the LA version. This can potentially
lead to differences in performance that are unrelated to the use of GA. Additionally, the
simulation is also non-deterministic between test systems, which can lead to performance
deviations. In Figure 5.2 the different states of the GA and LA versions after a completed
benchmark can be seen.

In order to limit the fluctuations caused by the chaotic behaviour of the simulation,
the static bodies have been organized in a certain way to limit the possible movements of
the rigid bodies.

Figure 5.2: Differing final states between GA (left) and LA (right) versions after
benchmark runs of the complete simulation.

The benchmark results are listed in Table 5.4. The “Share of total time” columns
indicate the percentage of the time step’s duration spent in that phase. A value of 0.01x
indicates that 1% of the time step was spent in that phase. The rows labelled “Total”
contain the execution times of the complete time step, which is always the sum of the
three individual phases. The ratio of measured times between the GA and LA versions is
given for each phase, as well as for the whole time step.

The first thing to notice is that the collision detection phase takes up over 95% of
simulation time in all cases. Therefore the total time is almost exclusively dependent on
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its performance. This somewhat resembles a realistic scenario, as the collision detection
phase is typically the most expensive phase. However, this is particularly pronounced in
tics due to the fact that no additional optimization phases are implemented.

It is also noteworthy that for the test systems 1, 2 and 3, the overall performance
between the GA and LA version differs by a maximum of 2%, while on the other 2 test
systems the differences are more extreme. The limited number of test systems makes
it difficult to attribute the exact cause. However, due to the apparent arbitrariness of
these performance differences, it seems likely that the chaotic nature of the simulation
described above has caused performance variations that cannot be attributed to the use
or non-use of GA.

Furthermore, the results of system 4 are particularly strange as every phase of the GA
version computes faster than the conventional version, even the collision response phase,
which is slower by at least 11% on all other systems. This could be due to an exceptional
case of chaotic behaviour or possibly due to external influences during the benchmark
run.

The dynamics phase of the GA version performs slightly better than the LA version
by around 4% and the collision response phase performs worse by around 15%. This may
be caused by the use of the movement prediction algorithm described in section 4.3.

Despite the possible inaccuracies due to chaotic behaviour, the standard deviation of
the average total performance ratio is still only at 9.8%. Overall, it can be concluded that
there is no major difference in the performance of the entire simulation process between

the two versions.
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LA GA

Share of Share of Ratio
Time [ps] total time Time [us] total time GA to LA

System 1 Dynamics 1.7 0.01x 1.7 0.01x 1.00x
Col. det. 232.6 0.97x 230.4 0.97x 0.99x
Col. resp. 4.6 0.02x 5.1 0.02x 1.11x
Total 238.9 1.00x 237.2 1.00x 0.99x
System 2 Dynamics 2.3 0.01x 2.6 0.01x 1.13x
Col. det. 339.4 0.97x 336.5 0.97x 0.99x
Col. resp. 7.3 0.02x 9.6 0.03x 1.32x
Total 349.0 1.00x 348.7 1.00x 1.00x
System 3 Dynamics 3.3 0.01x 2.8 0.01x 0.84x
Col. det. 410.4 0.97x 415.3 0.97x 1.01x
Col. resp. 9.5 0.02x 11.6 0.03x 1.22x
Total 423.2 1.00x 429.7 1.00x 1.02x
System 4 Dynamics 5.8 0.01x 4.8 0.01x 0.83x
Col. det. 889.4 0.97x 700.0 0.97x 0.79x
Col. resp. 21.7 0.02x 20.0 0.03x 0.92x
Total 916.9 1.00x 724.8 1.00x 0.79x
System 5 Dynamics 12.1 0.01x 11.9 0.01x 0.98x
Col. det. 1518.1 0.97x 1635.5 0.96x 1.08x
Col. resp. 43.1 0.03x 49.9 0.03x 1.16x
Total 1573.3 1.00x 1697.3 1.00x 1.08x
Average  Dynamics 0.01x 0.01x 0.96x
Col. det. 0.97x 0.97x 0.97x
Col. resp. 0.02x 0.03x 1.15x
Total 0.98x

Table 5.4: Benchmark results: Average time step duration of a complete simulation,

decomposed into the time spent in the three simulation phases. Lower is better.
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5.5 Discussion

The ray casting benchmarks show that the performance of the GA version is similar to
the LA version in terms of efficiency with an increase in average execution time of 17%.
An optimization is possible that reduces this to 13%, however the optimization comes at
the cost of memory consumption.

The benchmark results of the dynamics algorithm show that using a motor to represent
rigid transformations instead of a vector and a quaternion leads to a relatively small
increase in computation time of 16%.

Another set of performance tests shows the performance differences between GA and
LA in the context of an entire simulation process. The average runtime performance of the
GA version is roughly the same than that of the LA version. However, the measurements
vary between test systems, presumably due to the chaotic nature of a rigid body simulation,
which can cause unpredictable performance fluctuations. Despite this, it can still be
concluded that there is no major difference in performance between both versions.

For more a more conclusive performance evaluation of the entire simulation process, a
benchmark with a more controlled setting would need to be conducted. However, this
would result in a less realistic setting, as rigid body simulations are characterized by their
chaotic nature.

Based on the conducted benchmarks an answer to the scientific question raised in
section 1.3 can be formulated. The addition of GA elements to a rigid body physics
simulation can lead to an increase in execution time which can be expected to be up to
20%. The change of total runtime performance depends largely on which components
or algorithms are modified. The most fundamental change that can be made is in the
representation of transformations, as this affects all components of the application. An
implementation using a motor for transformation representation showed no significant
performance difference to one using the combination of a vector and a quaternion.
Additionally, it is also possible to implement GA only in some parts of the simulation,
such that the total runtime performance is not affected significantly.
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Chapter 6

Conclusion

The aim of this thesis is to investigate whether geometric algebra (GA), specifically, the
four-dimensional rigid geometric algebra (RGA), is able to meet the runtime performance
requirements of implementing a rigid body simulation. In addition, the differences in
implementation, as well as the advantages and disadvantages of using GA compared to
conventional methods for rigid body simulation are examined.

Performance measurements have shown that the runtime performance of a GA im-
plementation is comparable to conventional methods. In two algorithms a respective
increase in execution time of 13% and 16% has been identified. A benchmark of the entire
simulation process did not show a significant performance difference, but this result must
be considered in the context of the inherent difficulty of measuring the performance a
naturally chaotic simulation. It is suggested that a reduction in runtime performance of

up to 20% can be expected compared to conventional methods.

It is useful to understand GA as an extension of linear algebra rather than a replace-
ment. GA does not replace fundamental types like vectors and many of its elements
can be viewed as a reinterpretation of conventional methods. For example, the exterior
product between two vectors can be seen as a new way of understanding the cross product,
that provides an intuitive explanation. An illustration of the exterior product is given in
subsection 3.2.1. How it can shed light onto an existing algorithm is shown in section 4.4.

That said, GA also adds new functionality. It introduces motors, which are operators
that represent rigid transformations. It has “native support” for geometric primitives like
points, lines and planes, which are represented by algebraic elements. When transforming
such elements using conventional geometry, each element is transformed in a different
way, which has to be considered by the developer. In GA elements of any type can be
transformed by a single operation with a motor. GA adds a layer of abstraction that
simplifies geometric operations, but also comes at the cost of performance. See section 3.2
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for a geometric exploration of the mentioned geometric elements. The sections 4.2 and
4.3 demonstrate the use of a motor operator for rigid body dynamics.

In section section 4.5 a ray casting algorithm is presented that has the added benefit
of reducing floating-point errors due to how lines are represented in GA. This eliminates
the need for an error tolerance that depends on the accuracy of a particular number
representation, as is typically found in conventional implementations.

The implementation presented in this work can be understood as a conventional im-
plementation, with some parts modified to use elements of GA. The most performance
intensive phase of the simulation, collision detection, has seen very little adaptation of GA.
Modifying the GJK distance algorithm was considered, however no useful integration was
identified. A possible topic for future work could be the implementation of an optimization
phase for collision detection using binary space partitioning with freely oriented planes.

There are also possible additions that CGA could provide to rigid body simulation that
could be explored. The addition of a sphere shape comes to mind, but other round shapes
that are typically not present in conventional implementations could also be considered.

Making use of the dimension independence of GA for the creation of dimension
agnostic implementations of individual algorithms or of complete rigid body simulations
is another topic that could be explored.
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Appendix A

Notation Reference

’ Notation ‘ Description

s Scalar
a Vector
Q Motor

Table A.1: Notation for various elements.

Notation | Description Read as
anb Exterior product “a wedge b”
avb Exterior antiproduct “a antiwedge b”
aeb Interior product “a dot b”
aab Geometric product “a wedge-dot b”
avb Geometric antiproduct “a antiwedge-dot b”

Table A.2: Notation for various operators.
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